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Chapter 13
Failure time analysis: studying times-to-events and rates at which

events occur
Gordon A. Fox

13.1 THE ECOLOGICAL ISSUES

Do differences among treatments lead to differences in the time until seeds germinate, foragers
leave patches, individuals die, or pollinators leave flowers? Do treatment differences lead to dif-
ferences in the number of events that have occurred by some time, or to differences in the rates at
which these events occur? Questions of this kind are at the heart of many studies of life history
evolution, demography, behavioral ecology, and pollination biology, as well as other ecological
subdisciplines. In all of these cases researchers are concerned either with the time until some event
occurs in individual experimental units, or with the related problem of the rate at which these
events occur.

Ecologists are interested in these types of data for several different reasons. One reason is
that time itself is sometimes limiting for organisms because their metabolic clocks are constantly
working. For example, animals that do not acquire food quickly enough may become malnour-
ished. Time may also be limiting because of external environmental factors. For example, annual
plants that do not flower early enough may be killed by frost or drought without successfully set-
ting seed. Time may also be important because of population-level phenomena. For example, in
age-structured populations, individuals that reproduce at a late age will leave fewer descendants
on average than those that reproduce at an early age, all else being equal. If resource competition
is partly age-dependent, on the other hand, early reproducers may sometimes be poor competitors
and therefore may actually have fewer descendants. Finally, there are many situations in which
ecologists are interested in knowing how many events have occurred by a particular time, such as
the number of flowers that have been visited by insects by the end of the day, or the number of
animals that survive a particular season.

Many ecologists study failure-time data by visually comparing survivorship curves. While this
is often a useful part of any exploratory data analysis (Chapter 3), it requires that one make a
subjective decision as to whether two survivorship curves are “really” different from one another.
I suspect that ecologists do this so frequently because courses in population ecology usually treat
survivorship and life tables as fixed features of populations. This makes it easy to forget that
failure-time data must be treated statistically.

This chapter discusses data on the timing of events, and special methods for their analyses.
These methods originated in several diverse fields in which similar statistical problems arise – e.g.,
clinical medicine, human demography, and industrial reliability testing – and consequently are
quite well developed.

Gordon A Fox
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13.1.1 Some recent ecological applications

There are many ecological applications of these methods. My own work — as reflected in the
example developed in subsequent sections — has concerned the timing of life history event, but
recent authors have applied failure time methods to a wide variety of problems. Newman (Dixon
and Newman 1991; Newman and McCloskey 1996) has made an important contribution to ecotox-
icology by showing that studies of time-until-effect can be much more powerful (and biologically
meaningful) than traditional studies of LD50. Petraitis (1998) used failure time methods to study
rates of predation on intertidal mussels. Clark (1989) studied the time between forest fires and how
it has changed over the centuries.

Are there costs to sex? In a study that received considerable attention, van Voorhies (1992)
used failure time approaches to show a cost of spermatogenesis in the nematode Caenorhabditis
elegans. Males with normal spermatogenesis, he showed, have substantially reduced survivorship
as compared with males with mutations that stop the chain of events leading to sperm production.
To show that dominance rank is of considerable importance in chimpanzees, Pusey et al. (1997)
used failure time methods to show greater survivorship in female chimps with higher rank.

A number of recent studies have focused on problems related to our understanding of aging and
senescence. Adult birds (especially Passerines) have long been thought not to senesce, i.e., to have
a classic “Type II” survivorship curve. By using failure time approaches, McDonald et al. (1996)
were able to show that, in fact, Florida scrub jays do senesce, and Ricklefs (1998) generalized this
result to numerous species. Is menopause in mammals an adaptive trait, as suggested by some
sociobiological arguments? Using failure time methods, Packer et al. (1998) were able to show
that menopause in baboons and lions (at least) is a senescent trait — postmenopausal females do
not increase the fitness of their offspring or grandchildren. Finally, failure time methods have been
important in studies of the factors leading to senescence (e.g., Carey et al. 1998, Vaupel et al.
1998).

Perhaps the most unusual recent application of these methods is to learning and spatial memory.
Capaldi and Dyer (1999) studied the ability of honeybees to orient to new landscapes by examining
the time it takes until a bee returns to its hive. Naive bees returned faster than others if able to see
landmarks near the hive, but when removed to distant sites, resident bees returned more quickly,
suggesting an important role for spatial memory.

There are many other potential applications to ecological data. One can get a feel for them (as
well as for the origins of these methods) from the examples in Kalbfleisch and Prentice (1980),
Lawless (1982), and Collett (1994). In addition to being well developed statistically, this field of
statistics has evolved its own jargon. I introduce this jargon in the following section in the context
of a discussion of the peculiar nature of this kind of data.

13.2 THE STATISTICAL ISSUES
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13.2.1 Nature of failure-time data

Ecologists get data on the timing of events by repeatedly observing uniquely identified individ-
uals. As with repeated-measures analysis of variance (ANOVA; see Chapter 8), this repeated-
observations structure leads to special statistical methods. These observations may take place con-
tinuously (as would be necessary in studying giving-up times of foragers in patches) or may be in
the form of censuses at intervals (as would be appropriate for studying survival of marked plants).
At each observation time, the researcher determines whether the event of interest has occurred for
each individual. In simple studies, three general outcomes are possible:

1) The event has not yet occurred, and the individual is still in its original state. In this case the
individual is said to have survived. Note that “survival” in this sense can refer to remaining alive
as well as to remaining in a patch, remaining ungerminated, etc.

2) The event has observably occurred. In this case statisticians speak of failure and of the
timing of the event as the individual’s failure time. This term originated in industrial reliability
testing. In an ecological setting, a failure refers to the individual having been observed leaving the
patch, being observably dead, or having observably begun to flower.

3) Finally, the individual may have been lost from the study without a failure being observed.
This kind of data point is called a right-censored data point, because the researcher can only be
certain that the actual failure time is greater than the last recorded survival time. For example, a
failure time (in this case, a “giving up time”) cannot be assigned to a forager that was still in a study
patch when a predator was observed to eat it, but the researcher knows that the time of abandoning
foraging (i.e., the failure time) would have been at least as great as the time of predation (i.e., the
censoring time). Similarly, a flowering time or death time cannot be assigned to a plant that has
lost its marker, because the researcher is uncertain as to its fate at any time later than the prior
census, although it is clear that the failure time was later than the prior census.

Researchers often discard censored right-censored data points either because they assume that
these data are not useful, or because they believe that methods for handling censored data are
unnecessarily complex. Both beliefs are wrong. The former belief leads researchers to discard
potentially important data, and can contribute to highly biased results. To see this, consider a
simple example from clinical medicine. In a study of the effect of a drug on tumor regrowth, some
patients are killed by heart attacks or accidents, with no regrowth at time of death. Discarding
these cases would not only be an inefficient waste of data. More importantly, it could bias results
because those in whom the treatment has been effective are more likely than others to be killed by
causes other than cancer.

It is also possible for data points to be left-censored. This is the case when failures have
already observably occurred for some individuals when the study begins (Kalbfleisch and Prentice
1980; Lawless 1982). An example would be a study of pupal eclosion times for a Lepidopteran
population in which there are open chrysalises present at the beginning of the study. Left-censoring
can frequently be avoided by careful planning (e.g., by beginning the study earlier). In many
controlled experiments left-censoring is not even possible because failures cannot occur prior to
the beginning of the experiment (e.g., because seeds cannot germinate before the researcher plants
them). Left-censoring is sometimes unavoidable in observational studies. Since this book concerns
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experimental studies, however, I will not discuss left-censoring further; see Collett (1994) for a
useful discussion. Note that in the examples of both left- and right-censoring discussed so far,
individuals are not censored as a planned part of the experiment.

Finally, interval censoring occurs when measurements are taken at intervals large enough so
that one only knows that the event occurred within a particular interval. Obviously, since we al-
ways record data at discrete intervals, one might regard most right-censored data as being interval-
censored. There are both biological and statistical issues to consider here. Biologically, if I record
data daily, I only know that the event occurred between yesterday and today. Is the hourly data
meaningful and important? Not likely for plant mortality, but perhaps so in studies of animal be-
havior. It seems reasonable to say that one should design studies so that sampling is on a timescale
relevant to the questions of interest. Statistically, as measurements occur at shorter intervals, the
results of the two kinds of analyses (calling the data interval-censored and calling them right-
censored) converge (Collett 1994). The best advice is probably this: if the sample interval is
long (in a biological sense), regard the data as interval-censored, otherwise regard them as right-
censored. If in doubt, analyze the data both ways. Professional packages like SAS and S+ have the
built-in ability to handle interval censoring.

Experimental designs often include censoring: researchers may often plan to end studies before
all individuals have failed. This is obviously necessary when individuals have very long lives. Two
types of designs can be distinguished. In Type I censoring, one can plan to end a study at a
particular time, in which case the number of failures is a random variable. With Type II censoring,
the study is completed after a particular number of failures, in which case the ending time of the
study is a random variable (Lawless 1982). In ecological studies, Type I censoring is more common
because studies often end when field seasons, graduate careers, or grants end. In most ecological
studies some of the censoring is unplanned and random, e.g., some experimental individuals die or
are otherwise lost to the study at random times during the course of the study. Consequently, the
discussion in this chapter assumes that censoring is Type I and/or random. For discussion on data
analysis with Type II censoring, see Lawless (1982).

This kind of structure means that there are three important elements that require consideration
in event time studies. First, measurements are repeated over time. Second, most studies include
censored data points. Finally, even if no data are censored, failure times are usually not normally
distributed under any standard transformation.

The non-normality of failure-time data can be partly a consequence of the necessary experi-
mental structure. Normal distributions are symmetric, with infinitely long tails on both sides. But
by beginning a controlled experiment at a particular time, the researcher establishes a sharp line of
demarcation: no failure can occur prior to the beginning of a controlled study. In many ecological
settings, this cut-off line is actually further along in time. For example, in studies of flowering
time that begin when the researcher plants seeds, there is usually some minimum time that must
elapse before any plant begins to flower. In this sense failure-time data are often intimately related
to the particular time at which the experiment is begun, unlike most other kinds of data. In my
own studies of the desert annual plant Eriogonum abertianum, time to flower in the greenhouse
was very far from a normal distribution; plant size at flowering time, plant fecundity, and related
traits, fit normal distributions after being log-transformed (Fox 1990a).
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There are also ecological and biological reasons why failure-time data may not be normally
distributed. In studies of the survival of marked plants, for example, there is no reason to expect a
normal distribution of time to death. In most populations deaths are likely to be concentrated by the
timing of major environmental events such as frosts, droughts, or herbivore migrations. Failures
that occur when some biological threshold is reached – e.g., onset of reproduction, or deaths due
to senescence – are also likely to lead to data sets that are not normally distributed. Finally, there
are theoretical reasons why failure times are usually not normally distributed. These involve the
nature of the risk of failure, and are discussed in Appendix 13.1.

13.2.2 How failure-time methods differ from other statistical methods

Failure time data are frequently of interest to ecologists, but some experimental designs and statis-
tical analyses are better than others. Using what Muenchow (1986) called the “classical” approach,
many ecologists have analyzed failure-time data by counting the number of failures among a fixed
number of experimental units over a fixed interval. They then compare groups for the mean number
of failures, using any of several statistical approaches. In a widely used alternative approach, ecol-
ogists conduct experiments designed to measure the failure times of individuals, but then analyze
these data with ANOVA.

There are special methods that have been designed to deal specifically with failure time data.
These failure time methods differ from classical and ANOVA approaches in both experimental
design and statistical analysis. Using a failure-time approach, an ecologist measures the time to
failure of each uncensored individual. Statistical tests designed for this problem are then used to
compare groups over the entire distribution of failure times.

There are several reasons to prefer the failure-time approach. First, the classical approach can
only compare groups on a single time scale. This is because the classical approach compares
groups for the cumulative number of failures that have occurred by a single point in time — the
time for the experiments’ end set by the scientist. By contrast, the failure-time approach compares
groups’ survivorship curves over all failure times. Second, ANOVA assumes that groups’ failure
times are normally distributed with equal variance, and compares their means: the shapes of the
failure time distributions are assumed to be identical. By contrast, failure-time approaches allow
one to compare the shapes of these distributions. Third, neither the classical approach nor the
ANOVA approach can account for censored data. Fourth, under the classical approach it is not clear
what to do with multiple failures of an individual — for example, multiple insect visits to a single
flower — because these may not be independent. Finally, ANOVA and t-tests can be seriously
biased methods of analyzing failure-time data, because these tests require approximate normality
of the data. This bias can lead to spurious results. Worse yet, the direction of the bias depends on
the shapes of the distributions of failure times and on the pattern of data censoring. Consequently
one cannot say in general whether ANOVA would be biased for or against a particular hypothesis.

Consider a hypothetical case. Figure 13.1-A shows clearly that type A plants have a strong
tendency to begin flowering before type B plants. Estimates of the mean flowering date depend
strongly the completeness of one’s data set (Figure 13.1-B). Most notably, there are times during
the season that if one truncated the study, one could conclude that the mean flowering date of
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type B plants was actually earlier than that of type A plants! Figure 13.1-C shows a failure-time
approach, based on life tables. Not only is the correct relationship between flowering dates of the
two types always preserved; the graph itself provides important information about the timing of
events, and one can test for differences at any point.

13.3 EXAMPLE: TIME TO EMERGENCE AND FLOWER-
ING

13.3.1 Study species

As part of a larger study on the ecology and evolution of flowering time and other life history traits
in wild radish Raphanus sativus (Brassicaceae), I studied the time to emergence and flowering in
three populations of wild radish and in two domestic radish cultivars. Wild radish is a common
annual (sometimes biennial) weed in many parts of the northern hemisphere. In North America, R.
sativus is especially common in coastal areas of California and in the Sacramento Valley. There are
two principle sources of these old world natives: inadvertent introductions by European settlers,
and escapees from cultivated radish varieties. The latter are of the same species as wild radish.
There are also hybrids with a closely related introduced weed, R. raphanistrum.

In the present chapter I will discuss two relatively narrow questions from this research: 1)
what are the distributions of emergence and flowering times in these populations, and 2) do these
differ among populations? I consider these questions by using two different statistical methods: life
table analysis and accelerated failure time models. These methods are complementary, each having
distinct advantages: life tables and associated statistical tests are quite useful for exploratory data
analysis, but they lack the statistical power of accelerated failure time models. On the other hand,
accelerated failure time models require more assumptions than life-table methods. I illustrate the
use of a third method — proportional hazards models — with a data set from Muenchow (1986).
The power of this method is similar to that of accelerated failure time models, but it depends upon
somewhat different assumptions.

13.3.2 Experimental methods

Seeds were collected from randomly selected individuals in populations around Santa Barbara,
California. The Campus Point site is on a bluff overlooking the Pacific Ocean, and the Coal Oil
Point site is several hundred meters from the ocean. Both sites are consequently subjected to
cool fog during much of the year. The third site, Storke Road, is several kilometers inland and is
therefore drier and warmer. The domestic cultivars used were Black Spanish, a late-flowering crop
cultivar, and Rapid Cycling, a product of artificial selection for short generation time (Crucifer
Genetics Cooperative, Madison, WI.).

In designing failure time experiments — either in field of laboratory settings — it is important
to consider the shapes of failure time distributions, and the patterns and magnitudes of data cen-
soring. For example, if there is much data censoring, large samples — often involving hundreds
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of individuals — are necessary to compare treatments. The reason for this is simple: to compare
groups, one needs at least a minimum number of actual event times, as opposed to censoring times.
If all data points are censored, no between-group comparison is possible. Large samples are also
necessary if the tails of the distribution are of particular ecological interest (Fox 1990b).

As the present study was a pilot experiment, I had no a priori estimate of either the number of
censored data points to expect or the shapes of the failure time distributions. Consequently I used
relatively large samples, planting 180 seeds from each of the two domestic cultivars, 140 from both
the Storke Road and Campus Point sites, and 130 from the Coal Oil Point site, or a total of 770
seeds.

One seed was planted in each 10 cm pot. Positions on the greenhouse benches were randomized
in advance. Because the hypotheses of interest concern differences among populations in the
timing of emergence and anthesis, seeds were considered as the experimental units, and individual
seeds from the same population as replicates.

Seeds were planted in late October. Plants experienced natural photoperiod in Tucson, AZ,
in a greenhouse with untinted windows, throughout the experiment. A sterile 1:1 mix of peat
and vermiculite was used as a growing medium. Watering before emergence was always frequent
enough to keep the soil surface wet. After emergence plants were fed weekly with a solution of
20:20:20 N-P-K. Temperatures were allowed to vary between approximately 15Æ and 27Æ C. Time
constraints dictated that the experiment be ended by mid-March 1992.

For each individual seed, I recorded an emergence time TEMERG and an anthesis time
TANTH. Each TEMERG and TANTH could be either an actual emergence or anthesis time, re-
spectively, or a censoring time. I also recorded variables EMRGCENS and ANTHCENS, assigning
values of 0 for uncensored data points, and 1 for censored data points. Each data record also in-
cluded a column for population. In general, one could include variables for any other variable of
interest, such as treatment factors.

The next section discusses general methods for analysis of failure-time data. These methods
are then illustrated by applying them to the radish data.

13.4 STATISTICAL METHODS

There is no doubt that the anthesis data require some special handling, because many of these
data points are censored. But in the emergence data, the small number of censored data points
(Fig. 13.2) might lead one to believe that ANOVA would be a useful way to compare populations. Fig. 13.2 near here

However, there are biological reasons to expect these data to depart from a normal distribution.
The germination process began sometime after water was first applied. Since there is no evidence
for seed dormancy in this species, one might expect emergence events to be clustered at some point
after the start of the experiment, and to trail off after that point. This pattern is suggested by the
data in Fig. 13.2, and normal scores plots of the data showed strong departures from normality.
No standard transformations succeed in normalizing these data. Thus even though there is very
little censoring in the emergence data (Fig.13.2), comparison of means using ANOVA would be
inappropriate.
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Fortunately, there are several well-developed methods for analyzing failure-time data that can
handle censored data properly and that do not require normally distributed data. These include life
table analysis and two different types of regression models, accelerated failure time models and
proportional hazards models. In the following subsections I describe each of these methods and
then apply them in turn.

13.4.1 Life table methods: description

Life tables are a convenient starting point for understanding failure-time statistics. Because life
tables preceded the regression models historically, they provide a basis for many of the ideas used
in the regression models. Moreover, life tables are a useful way to begin exploratory data analysis.

Formulas for cohort life table estimates are given in Table 13.1. From measurement of the
failure rate, it is simple to estimate the proportion of those failing in each interval. There are
four other statistics that can be derived from this information. The estimated cumulative survival
function, Si, is the fraction of the cohort that has not yet failed. The estimated probability density
function, Pi, gives the probability that an individual alive at time 0 will fail in the ith interval. Hence
Pi is also called the unconditional mortality rate. The estimated hazard function, hi, is sometimes
called the conditional mortality rate — it estimates the chance of failure in the ith interval given
that an individual has survived to the beginning of that interval. Finally, the estimated median life
expectancy, ei, gives the median time to failure of an individual that has survived to the beginning
of the ith interval; e0 gives the median life expectancy of a newborn.

The ecological significance of the cumulative survival function Si is obvious. Insight into
the probability density and hazard functions can be gained by realizing that if measurements are
continuous or nearly so, Pi =

�d(1�Si)
dt , and hi =

�d[ln(Si)]
dt . In other words, the probability density

function reflects the rate at which failures accumulate, while the hazard function reflects the per
capita risk of failure among those remaining.

Median, rather than mean, life expectancies are calculated because the median is often a more
useful and robust estimate of central tendency when the data are not symmetrically distributed.
Life tables allow for the use of censored data by treating these data points like any other until the
censoring interval, and then discounting them in the censoring interval.

Formulas for calculation of standard errors of life table estimates are shown in Table 13.2. As
life table estimates are population-level statistics, standard errors and sample sizes should always
be reported so that readers can judge for themselves how much confidence to place in the estimates.
Approximate variances for the life table estimates are given by the terms under the square-root
signs in Table 13.2.

Life table analyses are always informative in examining failure-time data: their descriptive
nature makes them easy to interpret. Consequently I recommend them as a first step in the analysis
of most kinds of failure-time data. Hypotheses can also be tested with life table estimates.

There are several ways to compare populations or treatments statistically. Standard errors of
the life table estimates can be used for pairwise comparisons. If data are uncensored, standard
nonparametric tests such as G-tests or χ2 tests can be used to test for independence of groups.
With censored data, Wilcoxon or log-rank tests (see http://www.oup-usa.org/sc/0195131878/) can
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be used on the failure-time data to test for heterogeneity among groups. Both of these tests compare
observed with expected numbers of deaths in each interval.

The logrank test is more powerful than the Wilcoxon when the hazard functions of the different
samples are proportional to one another, and when there is no censoring or random censoring only.
The Wilcoxon test is more powerful in many other situations (Lee 1980). In many cases the tests
are likely to give similar results. Lawless (1982) notes that there are circumstances under which
neither statistic is likely to be very useful, particularly when distributions are different but the
cumulative survivorship or hazard functions cross. Any test is likely to lack power when only
a few censuses occur or data are lumped into few intervals, and distributions differ over time
but lead to a similar total number of failures (Hutchings et al. 1991). Therefore if the shapes
of the curves are likely to be important, censusing must occur frequently enough to detect these
differences. Another way of putting this problem is that ties seriously reduce the power of these
tests. Muenchow (1986) observed that in her study of waiting times to insect visits at flowers, she
would have had greater statistical power had she recorded times to the nearest second rather than
the nearest minute, because she would have had many fewer ties.

These tests, as well as the life table analyses themselves, can be performed with the SAS
LIFETEST procedure (which uses the χ2 approximation to the logrank and Wilcoxon tests de-
scribed in Fox (1993, Appendix 1; an updated discussion is at http://www.oup-usa.org/sc/0195131878/)).
If these tests reveal heterogeneity and there are more than two groups, one can use the Wilcoxon or
Log-rank scores to construct Z-statistics for multiple comparisons among groups (see http://www.oup-
usa.org/sc/0195131878/). SAS code for doing this is available online at http://www.oup-usa.org/sc/0195131878/.

There is one important alternative nonparametric method for analyzing event-time data. The
Kaplan-Meier (KM) method (the default in SAS’ LIFETEST procedure) differs from the life table
method used here in that the cumulative survival function changes only when an event is actually
observed. While this is a maximum likelihood estimate of the survival function, in practice life
table and KM estimates are usually almost the same, and life table estimates allow one to estimate
the hazard function. The most important negative side of the life table method is that one’s choice
of time intervals can be arbitrary. Resulting problems can be minimized by trying several intervals
and asking whether the answers change.

13.4.2 Life table methods: application

Emergence data for the radish study are shown in Fig.13.2. Cumulative survivorship (i.e., the
fraction of plants that had not yet flowered) and its standard error were calculated by SAS’
LIFETEST procedure, using the code shown online at http://www.oup-usa.org/sc/0195131878/.
The separation of the survivorship curves implies that the populations may differ in emer-
gence time. This is supported by both the Wilcoxon and log-rank tests (see http://www.oup-
usa.org/sc/0195131878/) calculated by SAS’ LIFETEST procedure: Wilcoxon χ2

= 439:1, df =
4, P = 0:0001, log-rank χ2

= 335:8, df = 4, P = 0:0001. These tests tell us that the five pop-
ulations are heterogeneous, but they do not tell us which populations differ from one another.
To ask that question, I used the covariance matrix for the Wilcoxon statistic that is automati-
cally generated by SAS’ LIFETEST procedure, and calculated Z-statistics for each pairwise com-
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parison (see http://www.oup-usa.org/sc/0195131878/for a description of the Z-statistic, and for
SAS code to conduct the multiple comparisons). As noted in the online material for this volume
(http://www.oup-usa.org/sc/0195131878/), these multiple comparisons are not conducted automat-
ically by SAS, and performing them requires a small amount of manual data manipulation. These
multiple comparisons, conducted at the 0.05 significance level, suggest that all populations dif-
fer from one another except possibly Black Spanish and Rapid Cycling (which was a marginally
significant comparison) and Coal Oil Point - Campus Point.

Emergence and germination data present a special statistical problem: in general, one does
not know whether remaining seeds are capable of germinating, are dormant, have germinated and
then died, or were always dead. Inviable seeds should obviously not be considered as part of a
study population. In the present case, very few seeds did not emerge, so I analyzed the data by
assuming first that these were viable. This means that they were treated as censored data points,
with the end of the study as the censoring date. A second analysis assumed that the seeds had
always been inviable, so seeds that did not emerge were excluded from the analysis. The results
were qualitatively the same; Fig.13.2 is based on the first analysis. An alternative approach would
be to examine the unemergent seeds for viability using a tetrazolium test (Scott and Jones 1990),
and thereby correctly classify each seed. This would be necessary if the two statistical analyses
differed qualitatively.

Anthesis data for the radishes are shown in Fig.13.3. These cumulative survivorship data and Fig.13.3 near here

their standard errors were also calculated by the SAS LIFETEST procedure (see http://www.oup-
usa.org/sc/0195131878/). In this case there is considerable censoring, because many plants had not
yet flowered by the time the study had to end, and some deaths did occur. Moreover, the censoring
affected some populations much more strongly than others. Many more Rapid Cycling plants than
others had flowered by the end of the study. Nevertheless, the survivorship curves again imply that
the populations differ. This conclusion is supported by the Wilcoxon and logrank tests calculated
by the LIFETEST procedure: Wilcoxon χ2

= 582:2, df = 4, P = 0:0001, log-rank χ2
= 580:6, df =

4, P = 0:0001. Given that these five populations are heterogeneous, which ones are different from
one another? To examine this question, I again used the covariance matrix for the Wilcoxon statistic
that is automatically generated by the LIFETEST procedure, and calculated Z-statistics for each
pairwise comparison (see http://www.oup-usa.org/sc/0195131878/for a description of the statistic,
and for SAS code to conduct the multiple comparisons). These multiple comparisons, conducted
at the 0.05 significance level, suggest that Rapid Cycling differs from all other populations, and
that Black Spanish differs from Coal Oil Point and Storke Road. There were marginally significant
differences between Campus Point on the one hand and Coal Oil Point, Storke Road, and Black
Spanish on the other.

These life table analyses suggest that Raphanus populations differ in time to emergence and
flowering. Moreover they have provided a useful description of the populations’ responses. There
are many cases in which life table analyses and associated significance tests are fully adequate to
examine ecological hypotheses (Fox 1989; Krannitz et al. 1991).

However, two difficulties commonly arise with the use of life tables. First, statistical tests
based on life table approaches are sometimes lacking in power. Second, life table methods are
difficult to use when there are multiple covariates (Kalbfleisch and Prentice 1980). For example,
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emergence time seems likely to affect anthesis time but there is no simple way to account for this
effect using life table methods. SAS allows for the calculation of relevant tests (generalizations of
the Wilcoxon and logrank tests), but the algorithms are complex, require relatively large amounts
of computation, and the results are not easy to interpret in biological terms (see pp. 1046-1048
in version 6 of the SAS/STAT user’s guide (SAS Institute 1989)). The methods discussed in the
following section overcome these difficulties, but at the cost of added assumptions.

13.4.3 Regression models

There are two general types of regression models for censored data: accelerated failure-time mod-
els, and proportional hazards models. These models make different assumptions about the affect
of covariates such as treatment or initial size.

Accelerated failure time models assume that treatments and covariates affect failure time
multiplicatively (i.e., the lives of individuals are “accelerated”). An alternative interpretation
(Kalbfleisch and Prentice 1980) is that under accelerated failure-time models, covariates make
the clock run faster or slower, so that any period of high hazard will shift in time when the covari-
ates shift. Thus the comparisons of Raphanus population time to emergence and anthesis are good
candidates for accelerated failure time models. Allison (1995) observes that a classic example of
an accelerated failure time model is that conventional wisdom that one dog year is equal to seven
human years.

Proportional hazards models assume that covariates affect the hazard functions of different
groups multiplicatively. Under proportional hazards models, the periods of high hazard stay the
same but the chance of an individual falling into one of those periods will vary with the individuals’
covariates. A good candidate for a proportional hazards model might be a predation experiment
in which the predator density or efficiency changes seasonally: individuals with a “bad” set of
covariates don’t make the predators arrive sooner, but they are more vulnerable to predation when
the predators do arrive. This discussion means that the comparisons of Raphanus population time
to emergence and anthesis are poor candidates for proportional hazards models.

How does one choose between accelerated failure time and proportional hazard models? Prob-
ably the most useful approach is to consider the ecological hypotheses and ask whether treatments
are expected to actually change the timing of periods of high hazard (suggesting the use of accel-
erated failure time models) or whether treatments merely change the chance of failure (suggesting
the use of proportional hazards models). An additional check on the appropriateness of the pro-
portional hazards model is to plot logf� log[S(t)]g against time. If the proportional hazards model
is appropriate, the curves of different groups should be roughly parallel to one another, for a given
level of a covariate (Kalbfleisch and Prentice 1980). A limitation to this approach is that com-
parisons must be conducted between treatment groups within levels of a covariate. If all of the
predictor variables are covariates, no comparison can be made, regardless of whether the propor-
tional hazards model is appropriate. Consequently it is probably best to rely most heavily on the
examination of the ecological hypotheses. Allison (1995) suggests that one might profitably use
the proportional hazards model as a default model. This may be a useful guideline for the socio-
logical examples he considers (where there are few a priori considerations to guide a decision) but
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is unlikely to be appropriate in most biological situations.
Both kinds of models have been applied in ecological settings; see Muenchow (1986) for pro-

portional hazards models, and Fox (1990a, 1990b) for accelerated failure-time models. These
models are closely related; a lucid derivation showing the mathematical relationship between the
models is given by Kalbfleisch and Prentice (1980).

Accelerated failure-time models: description

In an accelerated failure-time model, failure times T are modeled as

ln(T ) = X
0β+σε; (13.1)

where X is a matrix of covariate values and X
0

is its transpose, β a vector of regression parameters, ε
a vector of errors from a specified survival distribution, and σ a parameter. The covariates in X can
be dummy variables corresponding to categorical effects, or continuous variables, or both, or their
interactions. For example, X for the radish emergence data is a 5 x 5 matrix of dummy variables for
the five populations of origin, and there are 5 regression coefficients in β. For the flowering data,
X includes an additional variable, emergence date, and there is an additional regression coefficient
for emergence date in β.

Consequently there are two steps to use of these models: 1) choosing a survival distribution;
and 2) estimating the parameters for the survival distribution and the regression coefficients β.
The most commonly used survival distributions are described in Appendix 13.1. All of these are
available in SAS’ LIFEREG procedure. Some additional distributions are discussed by Lawless
(1982) and Kalbfleisch and Prentice (1980).

There are three different ways to choose a survival distribution. First, one should strive to
choose a distribution based on a priori ecological or biological grounds. Second, one can take
an empirical approach: after the data have been gathered, compare life table estimates of their
hazard or survival functions with the hazard or survival functions of various distributions. Several
rough empirical methods for doing this are listed in Appendix 13.1. One could also use goodness-
of-fit tests, but these require modification if any of the data are censored (Lawless 1982). Still a
third method for choosing a distribution is suggested by Kalbfleisch and Prentice (1980). These
authors propose using a general form (the generalized F distribution) that encompasses all of the
distributions in Appendix 13.1 as special cases, to determine numerically which distribution best
fits the data.

It is often biologically important in its own right that a data set is, say, gamma- rather than
Weibull-distributed. For example, the difference between the classic Deevey Types I, II, and III
survival functions is precisely that a Type II implies constant risk of mortality (an exponential
distribution), while Types I and II imply increasing and decreasing risks, respectively. Recent eco-
logical research in which the nature of the failure time distribution has been important includes
work on senescence in birds (McDonald et al. 1996; Ricklefs 1998), the responses of plant popu-
lations to environmental variation (Bullock et al. 1966), the risk of predation to marine gastropods
(Petraitis 1998), and the interval between forest fires (Clark 1989).
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To understand the importance of the shape of a survival distribution, we need some model of the
failure process. For example, many developmental processes are likely to be gamma-distributed
because a sum of exponential distributions (as in waiting times for cell divisions or other devel-
opmental steps) yields a gamma distribution. Kalbfleisch and Prentice (1980) discuss examples in
other fields. Additionally, knowledge of the survival distribution may sometimes suggest candi-
dates for underlying mechanisms (Lindsey 1995).

Having chosen a survival distribution, the parameters of the distribution and the regression
coefficients are determined numerically, using a maximum likelihood approach. Maximum likeli-
hood methods in statistics involve two steps. First, one selects a statistical model, and assumes that
it is a correct description of the data. The same assumption is made in regression and ANOVA mod-
els. Second, one finds the model parameters that would make it most probable that one would ob-
serve the data. This is done by numerically maximizing a “likelihood function,” the form of which
depends on the model. For more information on construction of likelihood functions for failure-
time models, see Kalbfleisch and Prentice (1980), and Lawless (1982). Edwards (1972) provides
a comprehensive introduction to likelihood methods, and Shaw (1987) provides an overview of
likelihood methods as applied in quantitative genetics.

These methods lead naturally to a set of χ2 tests for regression coefficients. These test the sig-
nificance of the covariate’s additional contribution to the maximized likelihood function, beyond
the contributions of the other covariates already in the model. Thus a nonsignificant value of χ2

means that the model is adequate without that particular covariate, but does not imply that all co-
variates with nonsignificant χ2 values can be deleted. In fact, it is possible for a set of covariates to
be jointly significant, even though none of them is individually significant. To examine the possible
importance of covariates with nonsignificant χ2 values, then, one deletes the nonsignificant terms
one at a time, reevaluates the model each time, and examines the changes in the other terms.

When there are multiple levels of a categorical covariate like treatment or population, one
level is chosen arbitrarily as a reference level with a regression coefficient of 0. The regression
coefficients for the other levels therefore provide comparisons with the reference level. Thus a
significant χ2 value for a particular level means only that level is significantly different from the
reference level. It may or may not be significantly different from levels other than the reference
level; one needs to perform multiple comparisons to examine this hypothesis. The method for
multiple comparisons is analogous to that for life table analyses: one constructs Z-statistics from
the estimated regression coefficients and the asymptotic covariance matrix generated by SAS (see
http://www.oup-usa.org/sc/0195131878/for a description of the method, and for SAS code for its
implementation).

These χ2 tests can also be useful when choosing between two distributions, one of which is a
special case of the other. The adequacy of the restricted case can be examined by fitting a model to
the more general model subject to an appropriate constraint. For example, to choose between the
Weibull and exponential distributions, one can fit a Weibull model and subject it to the constraint
p = 1. The result is, of course (Appendix 13.1), an exponential model, but SAS automatically cal-
culates a test (called a Lagrange multiplier test) that tests the effect of the constraint on maximizing
the likelihood function.
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Accelerated failure time models: application

For the radish emergence data, it seemed reasonable to choose either the log-logistic or lognormal
distribution: since the species has little or no seed dormancy, one can expect that the rate of ger-
mination and subsequent emergence will increase quickly after application of water, reach some
maximum rate, and then decline. I chose the log-logistic because, as noted in Appendix 13.1, it has
several properties that make it more useful. An a posteriori comparison showed that the log-logistic
provided a better fit to the data than the lognormal.

For the radish anthesis data, I thought it likely that the data might best fit a gamma distribu-
tion. The gamma hazard monotonically approaches a constant value, and therefore gamma models
may often provide good fits for inevitable developmental processes (Appendix 13.1). Moreover,
a gamma distribution is a sum of exponentially-distributed variables; if we think of plastochrons
or intervals between cell divisions as being reasonably approximated by an exponential distribu-
tion, we would again expect a higher-level developmental stage like flowering time to be gamma-
distributed. Such intuition is often wrong, so I tested the gamma model against Weibull and log-
normal models. As shown in Appendix 13.1, the Weibull and lognormal distributions are special
cases of the three-parameter gamma.

There are several ways to make this test, including a Lagrange multiplier test and a likelihood
ratio test. In principal they are equivalent, but the likelihood ratio test may be more robust for small
samples (Collett 1994).

As an example of a Lagrange multiplier test, I constrained the gamma shape parameter to
yield the lognormal distribution by assigning a value of 0 to “shape1;” see Appendix 13.1), and
then setting the option “noshape1” to instruct the LIFEREG procedure not to change this value.
SAS code for doing this is available at http://www.oup-usa.org/sc/0195131878/. The Lagrange
multiplier test was highly significant (χ2

= 22:68, df = 1, P< 0:0001). This means that constraining
the value of “shape1” to 0 had a significant effect on the likelihood function, and thus the gamma
model does provide a significantly better fit than the lognormal.

I compared the gamma and Weibull distributions with a likelihood ratio test (see http://www.oup-
usa.org/sc/0195131878/). This test is easy to compute by hand, since the test statistic is just twice
the logarithm of the ratio of the two maximized likelihood functions. Since I already had estimates
of the two maximized likelihood functions, it was simple to calculate

R =�2ln

�
L(θgamma)

L(θWeibull)

�
=�2ln

�
�232:48
�276:97

�
= 0:35 ; (13.2)

which, with one degree of freedom, has a large probability of occurring by chance (P > 0:83).
Thus, the fit of the three-parameter gamma distribution to the data is slightly, but not significantly,
better than the fit of the Weibull distribution.

These formal comparisons of models depend on the models being nested. That is, we can use
either the Lagrange multiplier method or the likelihood ratio test to compare the gamma with the
Weibull or the lognormal distribution, because the latter are special cases of the gamma — they
are nested within it for special, fixed values of certain parameters. There is no formal way to test
the goodness-of-fit of non-nested models, and in any event biological criteria are often preferable.
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Choosing between the gamma and Weibull distributions based on the present data set requires
a biological, rather than a statistical, rationale. The gamma distribution seems a more biologically
reasonable description of the time to anthesis of an annual plant, because the gamma hazard tends
toward a constant as time becomes large, while the Weibull hazard goes to either zero or infinity.

Analyses of the radish failure-time models are shown in Tables 13.3 and 13.4, and the SAS
code that generated these analyses is available at http://www.oup-usa.org/sc/0195131878/. In both
of these examples, the regression coefficients for the Storke Road population are zero. The reason
for this is that accelerated failure-time models make the clock run slower or faster for some groups.
As mentioned above, when there are multiple levels of a class variable (in this case, population),
one level (the last one) is taken by SAS as a reference level, and all others are compared to this
level. The Storke Road population is thus taken to be the reference population by virtue of its order.
The coefficients for other populations are therefore compared to Storke Road, and the significance
tests for each population test whether it differs from Storke Road.

The analysis of the emergence data (Table 13.3) shows that population of origin contributes
significantly to the model. The fact that each population’s regression coefficient is independently
significant shows that each differs from the reference (Storke Road) population. Which other
populations differ from one another? To examine this question I conducted multiple comparisons
with Z-statistics (see http://www.oup-usa.org/sc/0195131878/for a description of the method, and
for SAS code to implement the multiple comparisons). These multiple comparisons are analogous
to the ones used in the life table analyses of section 13.4.2, except that in this case I used regression
parameters as the statistics for comparison, rather than Wilcoxon rank scores. As with the life
table statistics, the multiple comparisons require a small amount of manual data-handling (see
http://www.oup-usa.org/sc/0195131878/).

The life table analyses showed significant heterogeneity among populations, and pairwise com-
parisons suggested that all pairs differ except Coal Oil Point - Campus Point and possibly Black
Spanish - Rapid Cycling. The regression coefficients in Table 13.3 and their estimated covariance
matrix led to a somewhat different conclusion: the Coal Oil Point - Campus Point comparison still
results in a high probability of being from the same population, but the Black Spanish - Rapid
Cycling comparison now shows significant differences between these populations. All other com-
parisons remained qualitatively unchanged. The accelerated failure-time model has thus confirmed
the general patterns suggested by the life table analysis, but its greater statistical power has also
made it possible to find significant differences among populations that were not revealed by the
life table analysis.

To interpret the regression parameters in Table 13.3, recall that they correspond to multiplica-
tive effects of covariates on the probability of seedling emergence. The average time to emergence
for a Rapid Cycling plant is e1:868�0:298p0(t) = 4:807p0(t), while for a Storke Road plant it is
e1:868 p0(t) = 6:475p0(t). The more negative the coefficient, then, the earlier the average emer-
gence time. The reference distribution p0(t) is the log-logistic distribution with the scale parameter
shown in Table 13.3.

Analysis of the anthesis data (Table 13.4) also show that each population contributes signif-
icantly to the model. Late emergence probably tends to delay anthesis. This is to be expected,
because the dependent variable is time from planting to anthesis, which must be greater than time
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from planting to emergence. Including emergence time in the model is thus analogous to including
a block effects in ANOVA.

The regression coefficients are interpreted in the same manner as for the emergence time data.
Only the reference probability distributions differ (emergence is distributed as log-logistic, while
anthesis is taken to be gamma-distributed). However, this does not affect the qualitative interpre-
tation of the regression parameters. For example, analysis of the anthesis data shows that Rapid
Cycling plants reach anthesis much earlier, and Black Spanish plants much later, than all others.
This corresponds well with the results shown in Fig. 13.3.

The significant coefficient for the Coal Oil Point population indicates that it differs signifi-
cantly from the Storke Road population. By contrast, the pairwise comparisons used following
the life table analysis suggested that these populations did not differ. As with the emergence
data, multiple comparisons conducted with Z-statistics from this analysis (see http://www.oup-
usa.org/sc/0195131878/) point to more among-population differences than were revealed with life
table analysis. These comparisons, conducted at the 0.05 significance level, suggest that all popu-
lations differ from one another, except possibly the Black Spanish - Campus Point pair, the differ-
ences among which were marginally significant. Which analysis is correct? The accelerated failure
time model has more statistical power, and therefore it is reasonable to have more confidence in
these results than in the life table analysis.

Because the accelerated failure time model is able to include the effect of emergence time
explicitly, we can have more confidence that differences among populations in anthesis time are
not simply due to differences in emergence time. Moreover, the accelerated failure time model —
because of its greater statistical power — has revealed several among-population differences that
were not identified by life table analysis. Accelerated failure time models can often provide greater
clarity in failure time studies than life table analysis alone. In the following subsection I illustrate
the use of a somewhat different regression model, the proportional hazards model.

Proportional hazards models: description

As mentioned above, in a proportional hazards model, the effect of covariates is to change the
chance of falling into a period with high hazard. The covariates act multiplicatively on the hazard
function, rather than on the failure time (as in accelerated failure time models). The hazard function
for the ith group is thus

hi(t) = h0(t)exp

"
r

∑
j=1

β jXi j

#
; (13.3)

where h0(t) is a reference hazard function that is changed by the covariates X and regression
coefficients β.

The Cox proportional hazards model, which is very widely used in epidemiology (see Muen-
chow 1986 for an ecological application), estimates the reference hazard function nonparametri-
cally. The regression coefficients β are then estimated numerically with a maximum likelihood
procedure. The Weibull distribution (Appendix 13.1) can also be used for proportional hazards
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models comparing two groups, by treating the parameter p as the ratio of two regression coeffi-
cients (Kalbfleisch and Prentice 1980).

Because covariates act on the failure time in accelerated failure-time models, and on the hazard
function in proportional hazards models, the regression coefficients can have opposite meanings. A
positive coefficient in a proportional hazards model means that the covariate increases the hazard,
thereby decreasing the failure time. A positive coefficient in an accelerated failure-time model
means that the covariate increases the failure time. The interpretation of the coefficients can also
vary with the particular parameterization used by a statistical package: the best advice is to check
the documentation to be sure how to interpret the results, and to try a data set with a known
outcome.

Proportional hazards models: application

Muenchow (1986) was interested in testing whether male and female flowers of the dioecious
plant Clematis lingusticifolia are equally attractive to insects, against the alternative hypothesis
that males are more attractive. She recognized that this could be treated as a failure-time problem
because differences in attractiveness should lead to differences in time to the first insect visit. By
treating this as a failure-time problem, Muenchow was able to examine these hypotheses with a
creative experimental design: she watched pairs of flowers on the same plant and recorded waiting
times until the first insect visit. For each observation, she also recorded the time of day, air tem-
perature, and a categorization of the flower density within � 1 m of the target plant. An important
part of the design is that, unlike the radish study discussed above, Muenchow was not following a
single cohort through time. Waiting times were recorded to the nearest minute.

This study is one in which the assumptions of the Cox proportional hazards model appear
reasonable a priori. If there are differences in attractiveness, they would likely act to increase
the “hazard” (i.e., the chance of a visit) of the attractive gender, relative to the hazard for the less
attractive gender. Another way of seeing this is that being a member of the attractive gender should
have no effect on the number of insects in the area, but does affect the chances of a visit once an
insect is within some distance of the plant.

Muencheow’s estimate of the survival function is shown in Fig.13.4. She noted that these data Fig.13.4 near here

appear to have been drawn from an exponential distribution, but preferred to use a Cox model for
her statistical tests.

An important part of Muenchow’s study is the way in which she analyzed the four covariates:
gender, flower density category, temperature, and time of day. She reported that the starting time
and temperature coefficients were not significantly different from zero, i.e., these factors do not
appear to influence waiting time to visitation. Because male plants had more flowers, gender and
flower density were correlated. Consequently, Muenchow analyzed the data by stratifying: she
examined the effect of flower density within each gender, and the effect of gender within each
flower density category.

Both gender and flower density independently had significant effects: within a gender, insects
visited dense flower groups faster than other groups, and within a density category, insects visited
males faster than females. Muenchow concluded that males were more attractive both because
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they bore flowers more densely and because they had some unknown attractive character.
SAS has recently developed a PHREG procedure to analyze this model, and the PHREG pro-

cedure is incorporated in SAS versions 6.07 and later, and is documented in the SAS/STAT User’s
Guide for these versions.

13.5 DISCUSSION

13.5.1 Assumption of independence

The statistical methods discussed here assume that the experimental units are independent, i.e.,
that the individuals do not interact. Certainly this is a reasonable assumption for the case examined
here, time to emergence and flowering of a randomly selected set of seeds grown in individual pots
in a greenhouse. However, there are many cases in ecology where this assumption of independence
presents problems. Time to flowering in a natural setting will often depend on the number and sizes
of neighbors of a plant. Consequently one would have to measure plants that are spaced widely
enough that they do not interact. Time to fruit-set can depend on the availability of pollen and
pollinators, and can therefore be strongly frequency- and density-dependent. In this case it may
not always be possible to satisfy the assumption of independence. Life table estimates of survival
may still be useful in such situations as descriptions. However, the significance tests discussed
here will no longer be valid.

When data cannot be treated as independent, it is usually necessary to treat aggregate measure-
ments of treatment groups (e.g., mean sizes of individuals) as single data points. With uncensored
failure-time data, one might take the median failure time of each treatment group as a datum. This
approach cannot be used if some data points are censored before 50% of individuals have failed, as
then only an estimate of the median and its variance are available. There are currently no methods
for appropriately analyzing failure times in this situation. Rather than comparing failure times, it
may be more useful to compare groups for the probability of failing within a specified time.

13.5.2 Data handling

Note that the assumption that individuals are the experimental units has implications for the han-
dling of data. Perhaps the most common question I have answered since the first edition of this
book is “why won’t SAS handle my data properly?” In every case, the data had been aggregated,
so that the input data file provided something close to a life table (something the software is better
at doing than we are.). That is, many ecologists assume that data should be pre-processed so that
the software is told that on day X, nx individuals died, and the like. A look at the SAS code (see
http://www.oup-usa.org/sc/0195131878/) should clarify this. The data set should have an entry for
each individual, giving the time to event for each individual.
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13.5.3 Some problems with data censoring

Informative censoring

There is one kind of censoring that must be avoided at all costs: informative censoring. This is
defined as a correlation between the chance that an individual is censored, and its prognosis, condi-
tioned on its covariates (Cox and Oakes 1984). In other words, if one knows that the individual was
censored, one can predict the likely time-to-event, beyond knowing its treatment group, family, or
other covariate. A classic example occurs in some agricultural studies (with a close analog in some
medical studies). For example, in studying time-to-fruit-ripening, an investigator removes plants
from the study that appear sick or stressed, because she is interested in “normal” behavior. The
problem is that these plants are likely to have a rather different time-to-event than those that are not
censored. Informative censoring biases the results. In some cases biological information can tell
us the direction of the bias. In the present example, it seems likely that the stressed plants would
have delayed event times; thus censoring them serves to underestimate the median event time. In
most cases, however, the direction of bias is not known, and as a result, informative censoring
invalidates most analyses.

There is no statistical test for informative censoring. Allison (1995) suggests (p. 249 ff.) a kind
of sensitivity analysis to assess the potential importance of informative censoring. One analyzes
the data under two alternative extreme assumptions: censored individuals are at the greatest/lowest
risk of an event occurring. By using his SAS code one can then compare the results to gain insight
on how informative censoring might be biasing the results.

Large numbers of censored data points

If a large portion of the data are censored, analysis can be difficult. Consider the extreme case:
all data are censored. Obviously one would never do this by design, but it certainly is possible
to have, e.g., all one’s plants die before any of them flower. In this case one could not do much
to analyze data on flowering time. To see this, consider a life table analysis: in each interval the
probability of flowering would be estimated as zero, so the cumulative survival function would
always be estimated as 1. Thus one needs to have a sufficient number of actual events.

Some ecological studies have sufficiently intricate designs so that it is possible for some groups
to be 100% censored. For example, a common design is the crossed-nested design: there are fam-
ilies nested within populations, with one or more treatments applied to replicates within families.
It is not hard to have all of the individuals in some of these cells be censored.

If nearly all of the data in some cells are censored, there are still problems. Clearly one cannot
estimate means and variances with, e.g., one noncensored point in a cell. An additional problem
is that some distributions in accelerated failure time models require numerical integration (espe-
cially the gamma distribution) and these estimates can be numerically unstable when there are few
uncensored points. There is no solution to this problem except larger samples.
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Truncating an experiment

Most ecologists instinctively want to get as much data as practical, so the idea of censoring data
voluntarily is not appealing to most of us. However, there are times when this makes a lot of sense.
Consider a simple germination experiment. The last seed that germinates does so on day 10, but to
be sure, an ecologist checks the pots every day for 500 days. Analyzing all 500 days would then
mean that the flat tail of the distribution will dominate the data, since one is fitting a curve to the
data. If one wants to compare the rate of germination among those that germinated, it makes sense
to truncate the analysis (if not the data observation) when the tails become flat. In other words,
one can impose Type I censoring after the fact. Whether to do so, and when to do so, depends, as
always, on what one wants to know. Many of us have followed cohorts of marked individuals to
the death of the last one, and it may sometimes be informative to do so, but it is worth bearing in
mind that survival estimates on the tail of the survival curve must, by there nature, have enormous
standard errors.

Censoring at time zero

What if some individuals are censored at time zero? SAS, and probably most other packages, will
not gracefully handle this situtation — in fact, it can cause programs to crash. Biologically and
statistically, this makes sense: an individual censored at time zero might as well not be in the study
at all. If an individual is truly censored at time zero — e.g., a marked individual is never again
seen — it provides no information.

13.5.4 Hidden heterogeneity

An important issue arises when there is heterogeneity in the sample population (Keyfitz 1985). For
example, if some individuals are inherently more prone to have a failure than others, many of the
estimates may be biased. To see this consider a population with two types of individuals, lucky
and unlucky, with lucky individuals always having lower mortality probabilities. Also assume that
mortality increases with age for both types. Then as time proceeds and one watches a cohort, more
of the unlucky than the lucky individuals have died. Estimates of the population’s mortality rate
can actually decrease even though every individual has an increased chance of death with age,
because those at highest risk are no longer strongly represented in the denominator. Thus, hidden
heterogeneity can lead to answers that are qualitatively wrong.

There are times when one can directly model this sort of heterogeneity. This leads to so-
called “frailty models,” which include a term describing each individual’s inherent “frailty” or
“proneness.” Obviously one cannot estimate such quantities when each individual has only a single
event (as in mortality). With repeated events, however, this is possible (Lindsey 1993); standard
SAS procedures cannot presently analyze such models, but S+ can do so quite easily.

For cases where one can only observe a single event (like mortality), once can use the approach
employed by several researchers studying senescence in Drosophila (e.g., Service et al. 1998).
They fit models that assume that there is heterogeneity in mortality rates, and find a maximum
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likelihood estimate of the variance in frailties. They are then able to compare the fit of a model
that incorporates these frailties with one that assumes no heterogeneity.

Another way to minimize problems from heterogeneity is to include it in the experimental
design. For example, even if the questions of interest are not principally genetical, if one samples
by units like families and then includes family in the analysis, one has accounted for much of the
heterogeneity resulting from either genetic variation or common environments.

13.5.5 Concluding remarks

The kinds of studies discussed in this chapter — time to emergence and flowering in a cohort of
experimental plants, and time to insect visits for male and female flowers — illustrate some of the
kinds of questions that can be addressed with failure-time approaches. Research in areas like life
history evolution can clearly benefit from using these approaches. However, Muenchow’s (1986)
insect visitation study also shows how failure-time methods can be used to bring a lot of statistical
power to bear on problems that may not initially seem to be failure-time problems.

This said, it is important to note that failure-time methods are not as well developed as ANOVA.
One cannot use failure-time methods to estimate variance components. Erratic patterns of censor-
ing and the non-normality of most distributions of failure times makes such advances seem quite
unlikely. Nor is the statistical power of failure-time methods well understood, except for the sim-
ple kinds of cases used in much of clinical medicine (e.g., two groups only and no other treatment
factors — the survival analog of a simple t-test).

On the other hand, there are many types of ecological experiments for which failure-time meth-
ods are the best approach, both in terms of experimental design and statistical analysis. As shown
in this chapter, the designs are generally quite simple once one realizes that censored data points
are still data points. Statistical analyses are accessible to ecologists, especially inasmuch as the
analyses can generally be related to the study of life tables. In addition to the SAS implementation
discussed in this chapter, all of the methods are available in S+, most of them are available in SPSS
and BMDP, and many are available in SAS JMP and Systat. FORTRAN programs for performing
many of these analyses are provided by Kalbfleisch and Prentice (1980) and Lee (1980). These
methods should be more widely used by ecologists, and their availability in user-friendly software
means that they can be used in undergraduate classes. Several issues related to the presentation of
results of failure time analyses are discussed in Fox (1993).
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Appendix 13.1 DISTRIBUTIONS OF FAILURE TIMES

Failure time distributions can be compared in many ways. For ecologists the most useful are proba-
bly comparisons of the hazard functions associated with each distribution, because the assumptions
about the failure process are made explicit. Comparisons of the cumulative survivorship function
and the probability density function for lifetimes can also be useful, especially because some dis-
tributions do not have closed form expressions for the hazard but do for one or both of these
functions.

A number of failure-time distributions have been used in empirical studies of failure times.
While in principle any distribution can be used with an accelerated failure-time model, some are
more likely than others to be ecologically relevant, and most statistical packages offer a limited
choice of distributions. Some of the most important distributions are described below. Note that
the SAS manual uses considerably more complex, but equivalent, notation. These differences
should be taken into account in interpreting SAS output. Other distributions are discussed by
Lawless (1982).

Analytical expressions for the hazard, survival, and probability density functions are shown in
Table 13.5. Kalbfleisch and Prentice (1980) provide readable derivations for these expressions.
Representative cases are illustrated for each distribution.

13.1.1 Exponential Distribution

Under the exponential distribution, the hazard function is constant (Table 13.5). Fitting data to
the exponential thus requires estimation of only the single parameter λ, which must be > 0. This
generates the cumulative survivorship and probability density functions shown in Fig.13.5. Fig.13.5 near here

A constant hazard generates a “Type II” survivorship curve. There are probably few ecological
situations in which hazards are truly constant for very long periods of time. However, it may be
realistic to treat some hazards as approximately constant.

The exponential distribution is probably of greatest use as a starting point for understanding
failure-time distributions. The constant hazard means that the exponential distribution plays a role
in failure-time models that is somewhat similar to that of the normal distribution in linear statistical
modeling: the exponential provides a simple null model and a point of departure for more complex
failure processes.

A simple empirical check for the exponential distribution is to examine whether a life table
estimate for the hazard function is approximately constant. Equivalently, if the exponential dis-
tribution adequately describes the data, a plot of log[S(t)] vs. t should be approximately linear,
through the origin. SAS’ LIFETEST procedure produces this plot if you specify Plots=LS in the
PROC statement. Such empirical tests are quite important, because significance tests assuming
exponentially distributed data are less robust than tests assuming other distributions (Lee 1980).
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13.1.2 Weibull Distribution

The Weibull distribution is a generalization of the exponential. In the Weibull distribution the
hazard function is a power of time (Table 13.5). The two parameters p and λ are > 0. Note that if
p = 1, the Weibull reduces to the exponential distribution. Otherwise, the hazard is monotonically
increasing for p > 1 and decreasing for p < 1. Considering its effect on the hazard function, it
should not be surprising that the shape of P depends on p, and p is often referred to as a shape
parameter. Fig.13.6 shows examples of the hazard, survival, and density functions. Fig.13.6 near here

The monotonic trend in the Weibull model means that it can be realistic in many systems.
For example, epidemiological models use a Weibull distribution with p > 1 for time of onset of
fullblown AIDS in HIV-infected patients. Mortality in humans and many other mammals can
sometimes be approximated with a Weibull distribution, if only adults are considered. Weibull
distributions have been used recently by Petraitis (1998) to model predation rates on mussells, by
Ricklefs (1998) to model senescence in birds, and by Bullock et al. (1996) to model aging in
plants.

A simple empirical check for the applicability of the Weibull distribution to a data set can be
derived from the Weibull survival function: using life table estimates for the survival function, a
plot of logf� log[S(t)]g against log(t) should be approximately a straight line, with the slope being
an estimate for p and the log(t) intercept an estimate for � log(λ). This plot is produced by the
SAS LIFETEST procedure by specifying the Plots=LLS option in the PROC statement.

13.1.3 Gamma Distribution

The gamma distribution is another generalization of the exponential. In contrast to the Weibull dis-
tribution, the hazard function in the gamma either increases or decreases monotonically towards
a constant as t goes to infinity. The monotonic nature of the gamma hazard makes it particularly
useful for some developmental processes. In addition to its use in this chapter, I have found flow-
ering time (Fox 1990a) and senescent mortality (Fox 1990b) in other plants to be well-described
by gamma distributions.

The two parameters k and λ (Table 13.5) are both> 0; k determines the shape of the distribution
and λ its scale. The complicated SAS parameterization allows the shape parameter to be negative.
If k > 1, the hazard function is 0 at t = 0, and increases monotonically toward λ. If k < 1, the
hazard function is infinite at t = 0, and decreases monotonically toward λ with time. If k = 1, the
gamma reduces to the exponential distribution. Examples are shown in Fig.13.7. Fig.13.7 near here

The gamma distribution can be made even more flexible by generalizing to a three-parameter
model (Table 13.5). This three-parameter gamma includes all of the preceding distributions as
special cases: the exponential (β = k = 1), Weibull (k = 1), and two-parameter gamma (β = 1).
The lognormal distribution (below) is the limiting case when k goes to infinity. Clearly a very wide
range of survival data can potentially be fit with this distribution.
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13.1.4 Lognormal Distribution

Analytical expressions for the lognormal involve indefinite integrals (Table 13.5), but the salient
feature of the lognormal is that the hazard function is 0 at time 0, increases to a maximum, and then
decreases, asymptotically approaching 0 as t goes to infinity. The latter property means that the
lognormal is probably not useful for studies involving long lifetimes (although these are quite rare
in ecology) because a hazard of 0 is implausible. The lognormal is a two-parameter distribution
in which both p and λ are assumed > 0. See Fig.13.8 for representative examples of the hazard, Fig.13.8 near here

survival, and density functions.
As one might guess from the name, under the lognormal distribution the log failure times are

normally distributed. This suggests that simple empirical checks for the lognormal distribution
can be done by log-transforming the data and using any of the standard methods of testing for
normality.

13.1.5 Log-logistic Distribution

The log-logistic distribution is roughly similar in shape to the lognormal, but it is often easier to
use the log-logistic. The major reason for this is that the functions of interest have closed-form
expressions (Table 13.5). Especially when there are censored data, the lognormal can involve con-
siderable computation because of the indefinite integrals in the hazard and survival functions. The
log-logistic can also be somewhat more flexible than the lognormal, as can be seen by considering
the hazard, survivorship, and probability distribution functions (Table 13.5, Fig.13.9). If p < 1, Fig.13.9 near here

the hazard function is infinite at 0 but decreases monotonically with time. If p > 1, it decreases
monotonically from λ. When p > 1, the hazard is similar to the lognormal hazard: it increases
from zero to a maximum at t = (p�1)1=p

=λ, and then decreases toward zero.
The humped nature of the log-logistic and lognormal hazards may make them especially useful

for describing organisms’ responses to environmental factors. The seedling emergence data ana-
lyzed in this chapter is one example. On the other hand, few mortality hazards are likely to begin
as very small, reach a maximum, and then decline.

Figure 13.1: A hypothetical example. (A): Type A plants tend to begin flowering before Type

B plants. (B): Estimates of the mean flowering date depend on when one truncates the study.

During part of the season, the estimated mean for Type B would be earlier than for Type A. (C):

A “survivorship” curve plotting the fraction of plants that have not yet flowered. The relationship

between the two types is always preserved correctly, and much more information is provided than

a simple comparison of means.
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Figure 13.2: Survival curves for radish seedling emergence. Bars are for standard error of the life

table estimate. Each curve ends when all seeds had emerged (curves intersecting x-axis) or when

last seedling emerged (all other curves). (A): Santa Barbara populations. (B): crop cultivars.

Figure 13.3: Survival curves for radish anthesis. Bars are for standard error of the lifetable esti-

mate. All curves end at censoring date. (A): Santa Barbara populations. (B): crop cultivars.

Figure 13.4: Product-limit estimates of the survival function recalculated from Muenchow’s (1986)

study of waiting times to insect visits at flowers of Clematis lingusticifolia. See http://www.oup-

usa.org/sc/0195131878/for discussion of product-limit estimates. Sample sizes are 47 female (8

censored) and 49 male (2 censored) flowers. Nonparametric tests show the genders to be signifi-

cantly different: log-rank, χ2
= 5:96, 1 df, P = 0:01; Wilcoxon, χ2

= 5:46, 1 df, P = 0:01.

Figure 13.5: Hazard, survival, and probability distribution functions for the exponential distribu-

tion for λ = 0:1.

Figure 13.6: Hazard, survival, and probability distribution functions for the Weibull distribution.

A) λ = 0:1; p = 0:7; B) λ = 0:1; p = 1:3.

Figure 13.7: Hazard, survival, and probability distribution functions for the 2-parameter gamma

distribution. A) λ = 0:5; p = 0:7; B) λ = 0:5; p = 1:9

Figure 13.8: Hazard, survival, and probability distribution functions for the lognormal distribution

for λ = 0:2; p = 1:1.

Figure 13.9: Hazard, survival, and probability distribution functions for the log-logistic distribu-

tion. A) λ = 0:5; p = 0:9; B) λ = 0:5; p = 1:3.
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Table 13.1: Definitions of life table statistics

ti = time at beginning of ith interval

bi = width of the ith interval, ti+1� ti
wi = number lost to follow up

di = number dying in interval

ni = effective population in interval, ni�1�wi�1�di�1�
wi

2

qi = estimated conditional mortality rate,
di

ni
pi = estimated conditional proportion surviving, 1�qi

Si = estimated cumulative survival function,
i

∏
j=0

p j

Pi = estimated probability density function (unconditional

mortality rate), the probability of dying in the ith

interval per unit width,

�
Siqi

bi

�
hi = estimated hazard function (conditional mortality rate,

force of mortality, log killing power), the number of deaths

per unit time in the ith interval divided by the number of

survivors in the interval,
2qi

bi(1+ pi)

ei = estimated median life expectancy, (t j� ti)+
b j

�
S j�

Si
2

�
S j�S j+1

;

where the subscript j refers to the interval in which
Si

2
occurs.



Table 13.2: Standard errors for life table data. From Lee (1980)

SE(Si) �

vuutS2
i

i�1

∑
j=1

q j

n j p j

SE(Pi) �

vuut(Siqi)
2

bi

 
i�i

∑
j=1

q j

n j p j

!
+

pi

niqi

SE(hi) �

vuut h2
i

niqi

"
1�

�
hibi

2

�2
#

SE(ei) �

vuut S2
i

4ni
�
Pj
�2

Table 13.3: Analysis of accelerated failure-time model for Raphanus sativus emergence time, using

764 noncensored values, 6 right-censored values, and a log-logistic distribution. Loglikelihood

= 116:3.

Variable df Estimate S.E. χ2 P
Intercept 1 1.868 0.014 17442.78 0.0001

Population 4 395.671 0.0001
(Black Spanish) 1 -0.254 0.018 194.03 0.0001
(Coal Oil Point) 1 -0.072 0.020 13.09 0.0003
(Campus Point) 1 -0.084 0.019 19.63 0.0001
(Rapid Cycling) 1 -0.298 0.018 250.84 0.0001
(Storke Road) 0 0 0

Scale parameter 1 0.100 0.003



Table 13.4: Analysis of accelerated failure-time model for Raphanus sativus anthesis time, using

210 noncensored values, 554 right-censored values, and a gamma distribution. Loglikelihood

=�232:48.

Variable df Estimate S.E. χ2 P
Intercept 1 4.974 0.090 3047.02 0.0001

Emergence time 1 0.019 0.010 3.68 0.06
Population 4 495.43 0.0001

(Black Spanish) 1 0.449 0.069 42.90 0.0001
(Coal Oil Point) 1 0.124 0.058 4.579 0.03
(Campus Point) 1 0.324 0.063 26.70 0.0001
(Rapid Cycling) 1 -0.682 0.054 154.35 0.0001
(Storke Road) 0 0 0

Scale parameter 1 0.394 0.021
Shape parameter 1 -0.822 0.179



Table 13.5: Functions of failure-time distributions. h, P, and S are the hazard, probability den-

sity, and survival functions, respectively. SAS uses these parameterizations. This is not always

obvious from their documentation: in describing the gamma distribution, they fix all but the shape

parameter at zero or one so that the other two parameters do not appear in their description.

Distribution Parameters h(t) P(t) S(t)

Exponential λ λ λ e�λt e�λt

Weibull p;λ λ p(λt)p�1 λp(λt)p�1e�(λt)p
e�(λt)p

2-parameter k;λ P(t)
S(t)

λ(λt)k�1e�λt

Γ(k) 1�Γ(k;λt)

Gammaa

3-parameter k;λ;β P(t)
S(t)

λβ(λt)kβ�1e�(λt)β

Γ(k) 1�Γ(k;(λt)β
)

Gammaa

Lognormalb p;λ P(t)
S(t)

p
2π

pt e�
p2 [log(λt)]2

2 1�Φ[p log(λt)]

Loglogistic p;λ λp(λt)p�1

1+(λt)p
λp(λt)p�1

[1+(λt)p]2
1

1+(λt)p

aΓ(x) is the gamma function
R ∞

0 ux�1e�udu ;
Γ(k;x) is the incomplete gamma function 1

Γ(k)

R x
0 uk�1e�udu.

bΦ(x) is the cumulative normal distribution function Φ(w) = 1p
2π

R w
�∞ e�(u2=2)du.
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